BIO 377  Lab Exercise: Vegetation Data and Diversity
Goals:  Understand the patterns of diversity and species associations across the environmental gradient of the Manu Tree community data set.  Specifically:

(1) 
Understand measures of diversity and community similarity.
(2)
Calculate similarity indices for the Manu Tree plots.
(3)
Understand ordination based on similarity of occurrence and abundance.

Also, you should understand how the number of species sampled changes with sample size.  To do this we will look at:

(1)
Species-area and species-individual curves

(2)
Rarefaction

Introduction:

How similar are two communities?  The question seems simple, but there are lots of ways that communities can vary, e.g. 

(1)
Species richness

(2)
Species diversity

(3)
Compositional similarity

Species richness (sorting, consolidating)

Q:  How many species are in the sample?  How do we compare among samples of different sizes?

Dominance diversity curves (charts)

Evenness (formulas)

Diversity indicies (formulas)

Fitting:  Fisher's alpha (solver)

Species-individual curves (R)

Data Sets: BCI (in package “vegan” in R), manu.txt (on course site under lab data) and hrtrees.txt (on course site).  Download the text files to your R working directory (usually C:\Program Files\R\rw2001)
WEB RESOURCE: http://ordination.okstate.edu/ This site has information on all of the ordination techniques and distance measures you could ever want to know.  An excellent resource by Mike Palmer at OSU.
Today we’ll be using the R package “vegan” for community analyses.  Open R and load the package “vegan” from the “packages” menu.  Also, load “MASS.”
To use the package the data have to be in the form of a community matrix.  The basic form is to have the species as columns and the plots as rows.  The package vegan has several example data sets.  One of the examples comes from the famous 50 hectare plot on Barro Colorado Island, Panama.  The data set has 50 rows, one for each of the hectares in the plot, and one column for each of the 225 species found there.  The data are numbers of individuals >10cm dbh.  We’ll read a lot of primary literature based on this plot, and you have the data to play with. Paste the following into R:

data(BCI)
#loads BCI data

dim(BCI)
#gives you the dimensions of the data set, (rows, columns)

BCI[1:10,20:25]
#shows the data for rows 1:10 and columns 20:25

If you can’t see everything at once, scroll up: R records the output.  
Now, look at the first 5 rows of columns 70:75.  What are the species that these represent?  You can also address data in R like you do in excel, but you can’t see the actual cells in spreadsheet form.  Here are three ways to look at the data for the species Faramea occidentalis:  

BCI[1:50, 71]
#addresses the row and column of the data set
BCI[,71]
#R takes no value for rows to mean "show them all"
BCI$Faramea.occidentalis
#you can also use the dataset$column address form
Now, to get fancy, get the total number of individuals for Faramea occidentalis in the 50 ha plot:

sum(BCI$Faramea.occidentalis)
#adds up all the individuals 

Now, how many individuals of the tree Poulsenia.armata are in the 50 ha plot?
Diversity Indices:

In chapter 1 you read about several different diversity indices.  Each has their own strengths and weaknesses.  Vegan has ways of looking at them.
Find the Shannon and Fisher diversity for the BCI plot.

Use the command “fisher.alpha” (see the HTML help or type ?fisher.alpha at the R prompt).
Let’s calculate Shannon’s index for each of the 50 hectares in the BCI plot:

diversity(BCI, index = "shannon")

Now, we can use those 50 hectares to get the average diversity for a hectare on Barro Colorado Island:

plots<- diversity(BCI, index = "shannon") #makes an object 
#that the diversity values #are written to.

summary(plots) #gives summary statistics for the plots

median(plots) #gives the median

mean(plots) #gives the mean

You get the picture!

Now, what is the median diversity for hectares 1:10?  40:50?

Fisher’s alpha is a measure of diversity that takes into account variability in stem number.  You can calculate that with vegan as well:

fish.a<-fisher.alpha(BCI, MARGIN = 1)

fish.a
#shows you the values in the object "fish.a" that you made.

This returns Fisher’s alpha for all of the hectares.  Since Fisher’s alpha is supposed to be invariant with sample size, we can test that with the BCI data:

bcitot<-apply(BCI, 2, sum) #gives you the total number of individuals for the 50 ha plot
bcitot.a<- fisher.alpha(bcitot, MARGIN = 1) #calculates fisher’s alpha on all 50 ha combined.

Advanced: If we wanted to, we could use R to do advanced things like calculate Fisher’s alpha for increasing numbers of hectares combined.  R allows you to program using loops very much like the language C:

x<-1:50
#makes a sequence of numbers 1:50 that represent the hectares
a<-NULL
#sets up an empty object we’ll fill with results
for (i in x){
#tells R to give i each value in the object x
b<- apply(BCI[1:i,], 2, sum)
#get the sum of i hectares.
c<- fisher.alpha(b, MARGIN = 1) #work the fisher’s alpha magic on it
a<- c(a,c)

#stick the new result on the end of the old data
}

plot(x, a)

#plot the data
Discussion question: If you had only one plot and you wanted to compare it to another plot (using any diversity measure), how would you do it?
Species richness:

Another simple measure of species diversity is simply the number of species, or species richness.  Again, this gives you a number, but how would you compare two plots that varied in the number of individuals that they have?  In your readings for chapter 16 you came across the idea of “rarefaction.”  This simply means taking a random sample of a smaller, standard size from the plot to compare with other plots that have the same number of individuals.  So, for example, we’d express our result as “diversity per 50 individuals.”  In R we can implement it as:

rar <- rarefy(BCI, 20) #gives you the species per 20 individuals sampled for each of 50 ha

rarsum<-rarefy(bcitot, 20, MARGIN=2) #species per 20 from whole plot, margin is 2 because bcitot has the data as a column and not a row

Species-area and species-individual curves:
spa <- specaccum(BCI)

plot(spa) #plots the species accumulation curve and the confidence intervals for sites.

plot(spa, ci.type="poly", col="blue", lwd=2, ci.lty=0, ci.col="lightblue") #males a prettier plot
We’re often interested in comparing accumulation of individuals, though rather than areas:

spi<-specaccum(BCI, method="rarefaction")
plot(spi)

Now, add the species accumulation curve for area you did before, spa:

plot(spa, add=TRUE, col=4) #color number 4 is blue

You can see that the answers differ slightly.  Note how you can add plots.  This will become important when comparing among Manu plots, or comparing Manu and BCI.
ORDINATION

Distance measures (open the ordination web site to use as a reference).
We are very used to thinking about geographical distances between places.  When we think about the similarity or differences between community, we can also think of distances or dissimilarity.  To do this we need some metric—measure—of distances between communities based on their individual compositions.  There are lots of ways of doing this.  We’ll look at two simple distance measures based on compositional similarity.  One is the Bray-Curtis index, or percent similarity including species abundances, and the other is Sorenson’s index, or percent similarity based on presence-absence data.

For the 50 hectare plot, compute the distances among the rows (hectares):
bc<-vegdist(BCI, method="bray", binary=FALSE) #binary=FALSE means you look at the number of individuals.  TRUE would give the result for presence-absence (Sorenson’s index)
bc

The result is the lower part of a 50x50 matrix.  It looks just like the distance table on a road map.  Imagine instead of having the distances between Asheville and Greensboro, and Greensboro and Raleigh, etc., that you have the distance, in vegetation composition, between any pair of hectares.  These distances can be used to test hypotheses.  For example, what if you knew that some hectares were farther apart than others?  Then you could test the hypothesis that vegetational similarity is just a function of proximity.  You could take another matrix of geographic distances and look at the correlation between the two using a Mantel Test. (http://en.wikipedia.org/wiki/Mantel_test) 
Arranging plots by compositional distance: NMDS
Just like you can take all the distances between cities in North Carolina and reconstruct a map of the state (try it!), you can take the compositional distances between communities and reconstruct a “map” of the plots in community composition space.  The ordination technique is called Non-metric Multidimensional Scaling.  You can look at compositional similarity of sites based on species, or species based on sites (the former is more common). Try it on the 50 ha plot:
bci.mds<-metaMDS(BCI, distance = "bray", k = 2, trymax = 20, autotransform =TRUE, noshare = 0.1, expand = TRUE, trace = 1, plot = FALSE) #makes the object bci.mds using Bray-Curtis ordination
plot(bci.mds, choices = c(1, 2), type="n") #plots the ordination axes
points(bci.mds, display = c("sites", "species"))#displays both sites and species on the same plot.  Try choosing just “sites” to reduce clutter
text(bci.mds, display = c("sites", "species"))

Try just using the text without the points to make it look nicer.

Now that you have these techniques in your arsenal.  Load the Manu and Hanging Rock data 
hrtrees<-read.table("hrtrees.txt", header = TRUE, sep = "\t")

manu<- read.table("manu.txt", header = TRUE, sep = "\t")

and answer the following questions:
Diversity:

What is more diverse, a hectare of terra firme forest in Manu, or a hectare on BCI?

Ordination:

Does geomorphology influence species composition in the Manu data set?  What is the most diverse habitat in Manu?

Hanging Rock and WFU Campus Tree plots:

Which plot was most diverse?  Do the sites fall into discrete clusters?
